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	Analyzing data – tips, tricks

and experiences

Session 5 – shaping the data, performing an analysis



	General
	This task is aimed to transfer some ideas, some knowledge and some experience to be used when performing an analysis of data.

An analysis is not a one-way straight forward flow of actions and typically certain steps will be iterated several times before the analysis is finalized.



	Your data


	Very rarely you manually collect and note your own data. If so, you will become very close to the data knowing all its features. In addition, you will not collect and note more info that you will use or plan to use.

Today, most data comes to you in some automatic or semi-automatic way – some measuring device inputs the values into a file or you extract data from a data base.

Typically you have only a vague knowledge of the data – you do not know the range (either it is continuous data or categorical data), you do not know the size of each record/column, you do not the status of missing data, you do not know the exact meaning of each record/column, you do not know what values are extreme or even incorrect, etc. Perhaps some records/columns are created or calculated or compiled in a way unknown to you, etc.

The reason for not knowing the data might be numerous; perhaps the system or software adds records/columns for some reason unknown to you. 

Because of this you need to be prepared to spend a substantial amount of time getting to know and shape your data for subsequent analysis.



	Writing a script


	The doings are loosely divided into the three areas below. Very often the actions using Minitab is of repetitive character, either because of the data is fetched again or that the same or (similar) actions are to be done later in the proceeding.

Then it is convenient writing the actions as commands. These commands can be reused in other situations, are easily edited, the files are very small (compared to e.g. the size of any graphs created), can be made more or less automatic, etc.

When running the script time and time again while developing it, the knowledge of the data and suitable sequence of analysis is increased and improved.

Use any type of word processor for your script writing.



	Shaping and arranging the data


	Under this heading there is a number of steps and suggestions to shape the data in a way that suits a subsequent analysis.

	Performing the analysis


	Under this heading there are tips and tricks to perform the analysis.

	Creating graphs
	Under this heading there are some suggestions when creating the graphs.


 Shaping and arranging the data
Below there are some actions shaping your data. It might be a good idea to make sure that there is a safety copy of the original data to which you can return if you make something wrong. If you then have written down all actions as commands (see previous page at Writing a script) you will waste no time and effort if you need to start with the backed up safety copy.

When shaping, and perhaps reducing your data, you pave your way for an easier and better analysis. Sometimes a particular analysis demands a certain layout of your data while others can handle several layouts. Below are a number of typical actions, errors, obstacles or issues in connection to your data.

	Reading the data from file


	Reading data from files needs some consideration. Run %DataInput and see the various commands and columns.

	General layout of data columns


	In general, each row of the worksheet is one unit ('telephone' or 'Problem Report', 'order', etc) and the data and descriptions are stored in different columns. New units are added as new rows. See the examples below.

Sometimes the data is stored with the variables as rows and new units as columns. However, usually the software can handle a more limited number of columns compared to a very large number of rows. 

The software and the analysis usually expect the data to be stored as in the first case. (Of course, there are ways to manipulate columns to make it suitable for the analysis.)


Unit
X1
X2
X3
X4
<- A good layout

1
12.3
1
A
0.26


2
12.8
5
A
0.19


3
11.7
4
B
0.21


etc


Variables
Unit 1
Unit 2
Unit 3
<- A less good layout

X1
12.3
12.8
11.7


X2
1
5
4


X3
A
B
C


X4
0.26
0.19
0.21

etc

See also the column c30-c33 of worksheet in %Matrix how the data is stored for the regression analysis. When stored like this there are many menus and commands that can be employed on the data.


	Remove columns not used


	Often you will have columns that you will not use. Remove such columns, not because taking memory but because of the disturbance. Especially, if you send a worksheet to somebody else to work on he will be confused by columns not used.




	Remove calcu​lated columns


	Sometimes you have columns that are calculated from the data, e.g. a percentage calculated from two other columns. Remove such result columns because doing the analysis later there will be one field for 'sample size' and another field for 'number of faults'. If you need the percentages or proportions you can calculate them yourself, see Creating new columns below.

Sometimes you have a column of some calculated average and perhaps you do not even have the original data. This is particularly tricky as you do not know the sample size and thus not the variation. (It is possible to decrease the variation in a column of averages to any level by increasing the sample size.)

Do not ever accept data that is derived as above (i.e. percentages and averages)! Insist on always getting the raw data! (Minitab can handle very large datasets.)

Sometimes you get minimum and maximum amongst your data. Again these are redundant and seldom useful. If you need them, pick them from your data with some simple commands.



	Name and anno​tate the columns


	Make sure that you enter a name of your columns in the heading, either by direct typing or via the NAME-command in a script. See also the exercises in %DataTypes and %DataInput.

	Change of data types


	Sometimes you need to change data types. E.g. you get data from another source and in the transfer, somehow the numeric data is shown as text data in Minitab. Then you can use the menu [Data]>[Change Data Types]>[…] to convert the text back to numeric. Often dates are given as text strings but you want them as date data. Again, you can use this menu to transfer the data column.



	Format of date and time columns


	There are many different formats of a date column. Run %Time and right-click a date or time column. There you find a menu item for formatting the column. 

Note that the format of a date is only a label for us humans. Behind this label there is an ordinary linear scale with a zero point approximately 100 years ago.

Also the habit to put what we call 'date' in one column and 'time' in another column is illogical. It would be as illogical as to store 15.2 mm as '15' in one column ad '0.2' in another column. A date is a single point on the 'time number line', period!




	More about date and time


	Note that an item as '2008-09-04' is not a time interval but a point in time and is defined as midnight (00:00) when the 4th of September begins. However, for us humans it is convenient many times to 'round off' to 2008-09-04 and see it as a time interval.

Suppose that you calculate the time from start to finish of some activity. By taking the difference between these dates you might sometimes get a zero but the subsequent analysis using e.g. the Weibull distribution will get you an error because 'there are no such time as 0 time between events'. One way to get passed this is to add a very small numeric value to each value of the column and thus all 0 are gone.

Better still is of course a more accurate time stamp which would be feasible in these days as most time stamping is done by the computer.

If you make a histogram of time data (especially if the data is close to zero) the first bar sometimes is too small as it tries to get data from the negative side of the number line. But of course there are no negative times between two recordings. You can fix this with a sub command. See the histograms created by the following commands and right-click the histograms and add an exponential distribution ([Add]>[Distribution Fit…]):

random 2000 c1;          # Simulates 2000 rows in c1,
expo 0.4.                # exponentially distributed, parameter 0.4.
histogram c1             # Histogram where 1st bar is too short.
histogram c1;            # A better histogram, the cell limits

cutpoint.                # are shifted.


	Format of numeric columns


	Also numeric columns can be formatted by right clicking a column. If the number of decimals are made smaller, the data values are not rounded or truncated and can be 'reversed'. 

To get a permanent rounding you can do as follows ([Calc]>[Calculator…]):

random 2000 c1           # Simulates 2000 rows in c1 N[0; 1].
let c3 = round(c1;2)     # Rounds permanently to 2 decimals.


	The features of a numeric column


	Sometimes when creating e.g. a histogram you get a graph with a peculiar appearance. Perhaps the bars are alternating as high and low. This can be caused by your data being rounded to a small number of decimals. One trick would be to add a random component which then will represent the values actually removed when rounding. Suppose that you original data are stored in c12 (the new data in c102):

let k1 = count(c12)      # Number of rows of c12, stored in k1.
random k1 c1000;         # Simulates k1 data in c1000, mu = 0. Sigma
normal 0 0.1.            # must of course be chosen to the situation.
let c102 = c12 + c1000   # Adds the noise.

Perhaps a histogram of c102 gives a more natural appearance. In creating a XY-graph the subcommand JITTER can be used to 'shake the data' to avoid several points being plotted on exactly the same spot of the graph which otherwise would hide that there are many values, not only the few plot points.



	Contents of text columns


	Suppose that you have a column of text strings e.g. 'RTP', 'LD', 'KI', 'BMC', 'CDK', etc. If any string is entered by (mistake) as lower and upper case then this will be considered as two different groups. 

A quick way of checking this is by the command TALLY C123 that will list each occurrence of a value (text or numeric) and you will get a good overview is any text string is duplicated.



	Check the length of columns


	Many times there is a need that the columns are equally long, e.g. when plotting a graph. (The COUNT must be equal but there can be missing values in one of them; such a point is of course not plotted.) It happens sometimes when copying data from e.g. Excel that a column might have one or several empty cells at the end of the column. When pasted in Minitab these cells are not set as 'missing' but are simply empty.

A quick way to get information is to use INFO or INFO C13-c22 to get various pieces of information, including the length of the columns. If you need to make the columns equally long you need to enter a '*' in the very last cell only, the once above are filled automatically by Minitab. If automatically reading data from e.g. Excel this needs to be checked automatically avoiding unexpected error in the following analysis.



	Creating new columns


	Very often you need to create new columns from the existing data. Perhaps copying a subset of the data (by COPY) or calculating a proportion or an average or any other result (by LET) to be used for a limited amount of time in this analysis only.

It is a good way of having this done in a script that you can run and where, at the end, you erase the created columns or constants. This not only saves storage but also keeps the analysis tidy – one set of data and a script to work on it creating the analysis and perhaps complicated graphs. 

A well written script can easily be edited and improved and also reused in another task on some other, but perhaps similar situation.



	A quick sanity check


	In shaping your data or getting an overview you can use HIST or DESC (numeric) or INFO to get some quick answer. If you have a column of dates (e.g. c11) you can do a TSPL C11 and if the graph is always increasing the dates seems to be in order, and you can also spot any large jumps in the time sequence.

If you have order dates as 'Start time' (c12) and 'Delivery time' (c52) you can calculate the difference by LET C71 = C52 – C12 and do DESC C71. If you then have minimum as a negative value it means that the order is delivered before it is started!

Using graphs and commands to work on the data to see if there are any obvious errors or peculiarities will save you from troubles or errors later.



	What menu item?
	To find the menu for a command you can type HELP DESC to see what menus you can use (usually shown at the top of the help window).



	Using the output in a report
	Sometimes you want to copy printout from Minitab to your final report. Note that the output in the session window is done by a mono spaced font, i.e. all characters are equally wide. You should use the font Courier New on the text and an readable size. Sometimes the printout displays too much info. The DESC-command perhaps give the result SEMEAN which is most likely unknown to your reader and thus such output should be removed.



	Another session
	Sometimes, when working on a set of data, you get an idea to try. To avoid changing or destroying your current worksheet you could start an additional session of Minitab in whatever way you use on your PC. Now you can try all sorts of tricks and ideas without worry about you original data.




 Performing the analysis
After the shaping and rearrangement of the data you will perhaps perform some analysis. Of course, the shaping and sanity checking of the data is a type of analysis. If you find that the data is unreliable or full of errors or questions you will must likely interrupt the proceedings without any formal analysis.

	What type of data?


	It is always helpful to know the type of data and having an approximate idea about corre​sponding distribution:

· Mechanical measurements? (Perhaps the normal distribution.)

· Electronic data? (Perhaps the Weibull distribution.)

· Time data? (Perhaps the Weibull distribution.)

· Pass/fail data? (Perhaps the Bernoulli distribution.)

· Number of bit errors? (Perhaps the binomial distribution.)

· Number of bit 'Trouble Reports' per week? (Perhaps the Poisson distribution.)

· A linear combination of data?

· Data from a life length study? (Perhaps the Weibull distribution.)



	What variable is studied?


	Even if the very data is of type OK/notOK there can be many different variables: 

· Number of 'not OK' in a sample of 'n' (the binomial distribution)

· Number of 'not OK' between each 'OK' (the geometric distribution)

· Number of 'not OK' until you have found 3 'OK' (the negative binomial)

· Number of 'not OK' in a sample of 'n' from a population of 'N' (the hyper geometric distribution)

· Pass/fail data? (Perhaps the Bernoulli distribution.)

· Number of bit errors? (Perhaps the binomial distribution.)



	Normality of the data


	In many situations the theory demands that the data is 'normal or approximately normal'. There are several possible tests of the data. Some of them are sensitive to rather small deviations from normality, especially at large datasets. Also, if that data values are rounded to a small number of decimals, the test might state that the data is non-normal.

NB that the average of a number of data values are usually close to normal if the sample size is large enough. The approximation relies on the so-called central limit theorem (run %CLT).

A lot of care must be involved in the testing of normality. Many variables, such as 'time', 'dBm', etc, are by nature non-normal.

A very common reason for non-normality is the mixture of two or several distribution (run %Mix). This might be caused by different machines, processes, suppliers, etc, have different means. Such differences must be investigated and not hidden by manipulating the data by normalizing a non-normal set of data.



	What parameter is studied?


	It is a good idea to have a fair idea of what parameter is studied (the fault rate or the average are by far the most common ones):

· The fault rate 'p'?

· The average 'mu?

· The standard deviation 'sigma'?

· The correlation coefficient 'rho'?

· Maximum of minimum?

· Percentiles?


	Is there a time variable?


	Often there is a time variable in the data. This should be used to analyze the data over time.


	Use of the StatGuide


	After using some menu there is usually some support from the software in interpreting the output. Click on the slightly yellowish button marked by a  or use SHIFT+F1.

	Brushing the data


	A very good way of understanding the data and possible interrelations is to use the 'brushing' feature. Run the %Matrix for details.



	Creating graphs without certain points


	Sometimes you want to recreate a graph but without one or two extreme points. By brushing the points you can do the graphing again but then clicking the button [Data Options…] that can be found in each graph menu, and the click 'Specify which…' and then 'Brushed rows'. This will recreate the graph, adjusting scales to the data without the omitted points. (NB that that data is not omitted from the worksheet.)



	What hypothesis?


	In doing a more or less formal analysis there are hypothesis to be tested, run also %Hypo (for many basic analyzes the menu [Stat]>[Basic Statistics…] is enough):

· Is the average less than a certain value?

· Is the fault rate less than 0.02?

· Is there a difference in fault rates?

· etc

Many times the hypothesis can be more complicated. In a regression analysis a hypothesis can be 'the slope is zero' or 'the intercept is zero', or 'the slope of all groups is zero' (in a regression analysis where there are several groups perhaps with different slopes).



	Creating a confi​dence interval
	A so-called confidence interval is always calculated for a specific parameter e.g. for the fault rate 'p'. The interval is a way to combine all the data into an interval with certain features. NB that the interval only includes the uncertainty cause by the limited sample ('limited' is not the same as 'small' just a fact that it is a limited sample). 

Other types of uncertainty can be much larger, e.g. incorrect measurements, incorrect population or process, biased sampling, etc. Sometimes there might be a huge number of data points (e.g. 600000) on which a confidence is calculated for a 'fault rate'. Such an interval becomes very small and uncertainty caused by other sources than the random​ness, can be hundred of times larger.




 Creating graphs
A graph is an extremely good way of relaying information from the data to the reader. The session 4 is dedicated entirely to the bits and pieces of creating graphs and at the end of session 4 there are a number of points to consider. However, creating good graphs is a matter of good judgement and knowing and understanding the needs of your reader and a bit of imagination.

	Some common graphs


	A histogram and a probability plot are always good for continuous even if, as you will find with experience, that a histogram with a small set of data is perhaps less good. (Run %Hist).

The ability of positioning several diagrams using a common set of scales is always good when doing comparisons. 



	Consistency between graphs


	When looking at graphs in e.g. newspapers you find no consistency between the graphs. Data consisting of a variable over time is sometimes created as a single line or some​times as many bars. An engineer would of course never draw e.g. a sinus curve (typical values over time) as a number of bars.



	The information and notation of the graphs


	A graph should also have a certain level of information. Typical examples are %Hist or %Multp but of course there is a need to have a good description of the variable (NB that a 31 character long name, taken from the data base is seldom sufficient).

An example: when doing a histogram of a column called 'XYZ 123 MHz' the title of the graph will be 'Histogram of XYZ 123 MHz' which is of course a rather non-informative title that should be changed to something more useful before the graph is 'published' (it is rather obvious that it is a histogram).

The Y- and X-axis of a diagram are by default labeled by the name of the columns. Many times a label like 'Time in days' or 'Diameter [mm]' would be more useful.
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